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We apply a systematic inverse design approach to discover foundry-compliant, multilayer grating
couplers that can efficiently couple a number of independent waves from free space to on-chip propa-
gating modes. For visible- and near-infrared couplers, we find that minimum feature sizes are by far
the most important constraint to tailor the design algorithms around. If, additionally, one forces the
optimization to be robust to over- and under-etch errors, the resulting designs exhibit stable optimal
efficiencies in the presence of other imperfections (critical dimension variations, overlay mismatch,
and sidewall angle variation). The foundry-compliant designs exhibit moderate efficiency penalties
as feature sizes increase, but no change to simple underlying scaling laws with respect to requisite
numbers of layers and layer thicknesses. These results establish a practical, generalizable framework
for high-efficiency multimode coupling within the constraints of modern semiconductor foundries.

I. INTRODUCTION

Grating couplers offer potential interfaces for many free-space optical beams to scatter into many
propagating modes for on-chip light manipulation. However, there is a dearth of designs that simul-
taneously support multiple wavelengths and incident angles, while satisfying foundry-imposed con-
straints on minimum feature size and fabrication tolerance. In this paper, we demonstrate examples
of foundry-compatible grating couplers that can efficiently couple multiple independent waves from
free space into waveguide modes on a chip, using a robust inverse design framework. We focus on
grating couplers intended for visible (near 600 nm wavelengths) and near-infrared (near 900 nm wave-
lengths) wavelengths, where feature-size constraints are most stringent (fixed minimum sizes represent
a larger fraction of the wavelength), thereby serving as a good testbed for robust inverse design and
corresponding scaling laws. Incorporating minimum feature sizes typically increases the total compu-
tational time of the design process, but high-performance designs remain achievable. We demonstrate
a number of examples in which four independent free-space waves, either at four frequencies for a
single wavenumber or two frequencies for two wavenumbers, can be coupled via 2D grating couplers
to the fundamental (and second, as needed) waveguide mode at average efficiencies in the range of
50–60%, even, for example, with 62 nm minimum feature sizes and excitation wavelengths between
800–900 nm. Robust optimization further limits efficiency penalties to less than 5% across all major
types of fabrication imperfection: over/under-etch, critical-dimension variation, overlay misalignment,
and sidewall angle deviations. Coupling efficiency decreases monotonically with minimum feature size,
albeit relatively slowly, and we find an interesting solution to counteract this penalty: if one reduces
the index contrast, by filling the grating air holes with a material such as SiO2, then higher average
coupling efficiencies can be recovered even for moderate to large minimum feature sizes.
Designing high-efficiency grating couplers is important for applications ranging from integrated pho-

tonics circuit [1–3] and optical interconnects [4–6] to quantum computing [7–10]. There is a relatively
mature theoretical understanding of single-function grating couplers, including fundamental phase-
matching conditions [11, 12], apodization of the fill factor or grating period for wavefront shaping [13–
15], as well as more complex interactions, including guided-mode resonances [16–18] and periodic
grating bands [19]. These approaches have enabled a steady progression in single-function efficiency,
from less than 40% in early stage silicon-on-insulator (SOI) gratings [20, 21] to records approaching
90% [22, 23]. Adding structural complexity through poly-silicon overlays [24, 25] or bi-layer struc-
tures [26] can increase directionality and bandwidth. Computational inverse design [27–29] further
extends the performance frontier beyond what analytical or parametric methods can reach. Near-
unity coupling efficiencies can be achieved with inverse design [30], though potentially with increased
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fabrication challenges, such as many layers and/or small features. Wafer-scale experimental valida-
tions of inverse-designed grating couplers have been reported using 193 nm DUV immersion lithog-
raphy [31, 32], demonstrating that adjoint-optimized designs are feasible in the context of industrial
process variability, though these demonstrations targeted single-beam, single-wavelength operation.
On the other hand, multi-functional grating couplers, which simultaneously couple more than one

beam, wavelength, or polarization, are significantly less explored. Early work by Ref. [33] demonstrated
a 2D grating that simultaneously couples and splits two orthogonal polarizations. Subsequently, con-
ventional design methods extended these concepts to bi-wavelength polarization-splitting [34, 35]. In-
verse design has pushed multi-functional performance further, producing grating couplers that couple
two wavelengths [27, 36, 37], as well as a four-wavelength coupler exploiting phase-matched resonant
bands of a single Fourier component [38]. However, existing multi-functional designs have largely been
limited to few functionalities, achieving moderate coupling efficiencies (≲ 50%), with limited systematic
analysis (e.g., scaling laws) of how foundry constraints affect multi-functional coupling performance.
It remains an open question whether high coupling efficiencies can be achieved when scaling to four or
more independent couplings with enforcement of minimum feature sizes and robustness to fabrication
imperfections, particularly at visible and near-infrared wavelengths where minimum feature sizes on
the order of 50–100 nm can significantly affect performance.
Throughout, we consider a bilayer grating coupler of a patterned design region with width w and

thickness t (Fig. 1(a)). It is designed to simultaneously couples nλ incident beams, each with center
parallel wavenumber k(ω), into distinct waveguide modes with propagation constants β(ω). We con-
sider minimum feature size constraints as well as a variety of fabrication imperfections: systematic
over/under-etch, random critical dimension (CD) variations, angled sidewalls, and layer misalignment,
as summarized in Fig. 1(c).
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FIG. 1. Multi-functional grating coupler designs and considered fabrication imperfections. (a) A grating
coupler simultaneously couples multiple incident free-space beams with distinct surface-parallel wavenumbers
k(ω) into different waveguide modes with propagation constants β(ω). (Each wavenumber has a nonzero spread,
ensuring finite-sized beams.) (b) Example spectrum of a 4-frequency, minimum-feature-size-compliant coupler,
with distinct resonances at each target frequency. (c) Fabrication constraints considered in this work: minimum
feature size (linewidth/linespacing) constraints, systematic over/under-etch (±δ on each side), random critical-
dimension (CD) variations, angled sidewalls (θ < 90◦), and layer misalignment (∆x).

II. FEATURE-SIZE-COMPLIANT INVERSE DESIGN WORKFLOW

In this section, we describe our inverse design approach to designing multilayer grating couplers
that satisfy minimum feature size constraints. We find that minimum feature sizes on the order of
50–100 nm, for wavelengths in the visible and near infrared especially, are the strongest constraints
on device performance, of the six imperfections/tolerances depicted in Fig. 1. The design proceeds in
four stages: (1) gray-scale “topology optimization”, (2) progressive binarization, (3) enforcement of
minimum feature size constraints, and (4) edge-based shape optimization. This workflow enables only
modest coupling efficiency reductions, although it seems to require some amount of testing over op-
timization hyperparameters. Tradeoff curves between best coupling efficiencies and minimum feature
sizes show both features apparently independent of architectural details as well as features with inter-
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esting differences among different architectures. Perhaps the most interesting example of the latter is
an improvement in average multimode coupling efficiency when replacing the air holes in our grating
couplers with oxide materials. Reduced refractive index contrast, typically a source of performance
degradation, can reverse the penalties arising from minimum feature size constraints.
We start with gradient-based topology optimization [39–41]. Among the plethora of alternative de-

sign approaches now available (including machine learning [42], convex optimization [43, 44], and global
optimization [45]), it appears true that gradient-based design methods still offer the best combination
of high device performance and (relatively) low computational cost. At its heart is the efficient compu-
tation of gradients of any objective with respect to all geometrical degrees of freedom with, essentially,
two simulations (“forward” and “adjoint”) per independent excitation, independent of the number of
design parameters. This powerful tool has enabled high-performance inverse-designed devices across
a broad range of photonic platforms, including integrated photonics [5, 46], metasurfaces [47, 48],
photovoltaics [49], imaging [50, 51], and more. We apply this framework to design 2D multifunctional
grating couplers. For a general grating coupler problem, one can simplify the designable volume to
a rectangle or box, which can be further divided into “layers” within which the “height” degrees of
freedom are fixed (e.g., vertical walls, slanted walls, etc.).
The requirement that fabrication produces “binary” materials (e.g., either SiN or air, with no in-

between) can be addressed with three possible methods: “level-set” optimizations [52, 53], which allow
changes in shape or topology while retaining binary materials throughout the process, shape optimiza-
tion [54], in which only boundaries between binary materials are moved, preventing topology changes,
or “topology optimization” [55, 56], in which the material parameters are relaxed to a continuum of
grayscale variables, enabling both shape and topology changes across iterations, while requiring some
type of binary enforcement by the end of the optimization procedure. Perhaps the strongest advan-
tage of topology optimization over level-set optimization is the simplicity of implementation: level-set
flow dynamics from a gradient are not trivial to implement, nor are their gradient computations with
typical electromagnetic solvers. By contrast, grayscale materials enable simple gradient computations,
and binarization can be achieved (at some computational cost) through appropriate penalization. We
take this approach.
The design process starts with gradient-based optimization of the grayscale density ρ(x), from

which the permittivity is written ε(x) = ε1 + (ε2 − ε1)ρ(x), with ε1 the background material and
ε2 the higher-index material. Binarization of the permittivities requires forcing ρ to 0 and 1 values
only. The next step is to binarize the optimal grayscale design, for which several approaches have been
developed, including penalty-based methods [55], structural reparametrization [30], and projection-
based binarization [57, 58]. Here we adopt projection-based binarization as in Ref. [58], which proceeds
in two steps. First, the raw density ρ is smoothed by convolving with a low-pass filter, ρ̃ = w(r)⊛ ρ,
to suppress high-spatial-frequency features below a scale set by the filter. We use a conic filter with
radius R for w(r). The filtered field ρ̃ is then projected onto a smoothed Heaviside function, via the
modified hyperbolic tangent function [59–61]:

ρ̄ =
tanh(βη) + tanh(β(ρ̃− η))

tanh(βη) + tanh(β(1− η))
, (1)

where β is a steepness parameter and η is a threshold parameter. The relative permittivity is then
interpreted with the modified permittivity, εr(ρ̄) = ε1 + ρ̄(ε2 − ε1). A binary structure is obtained by
progressively increasing β throughout the optimization. Standard “soft binarization” suffers from slow
gradient convergence as β increases and near-non-differentiability as β → ∞. We adopt a recently
developed subpixel-smoothed projection (SSP) method [62], which analytically accounts for partial
filling of boundary pixels as β → ∞, producing more accurate gradients at material interfaces and
faster convergence. We find that choosing the right β “schedule” is critical to minimizing performance
loss during binarization. Ramping up β overly aggressively traps the optimizer in a poor local optimum,
whereas too gradual of an increase wastes computation time. Empirically, we adopt the schedule
β = [1, 3, 7, 13, 20, 30, 40, 50, 75, 100, 200, 500,∞], with 400 gradient-descent steps per β, which we find
sufficient to maintain high performance through the binarization stages. Fig. 2(a) shows an example
of the evolution of an optimization figure of merit (“FOM”), average mode-coupling efficiency, as a
function of iteration count for a grating-coupler optimization. The first two stages show the grayscale
optimization process (“1”) followed by the binarization process (“2”). The former shows a rapid
increase in FOM value, typically achieving high performance within a few hundred iterations, while
the latter shows a slow increase and stabilization of the FOM. It is not guaranteed that the FOM
does not decrease during this stage, and indeed we do run into such examples for some choices of
hyperparameters.
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𝜆 = 864	nm, CE = 73% 

𝜆 = 900	nm, CE = 50% 

FIG. 2. Inverse-design workflow for a grating coupler with minimum feature size MFS = 62 nm, optimized over
4 wavelengths, λ ∈ {791, 827, 864, 900} nm, at center parallel wavenumber k ≈ 0.43µm−1. (a) Optimization
objective (FOM) versus iteration, with annotations indicating the transition between optimization stages. (b)
Grating coupler geometries showing the four-stage optimization pipeline: (i) initial grayscale optimization, (ii)
progressive binarization via smoothly increasing projection steepness β, (iii) applying 62 nm minimum-feature-
size constraints, and (iv) geometric fine-tuning using an feature-width-based parameterization. (c) Resulting
field patterns (real part of electric field, Re(E)) for the optimized grating coupler in (b).

After binarization, the next step is to enforce minimum feature size constraints. Here we follow
the method of Ref. [63]. Minimum feature sizes refer to the smallest diameter (width, in 2D) of both
the “solid” (high-permittivity) and “void” (low-permittivity) regions. For a grating these correspond
to the minimum linewidth and minimum line spacing, respectively. We denote the minimum feature
size “MFS,” chosen to be equal for both solid and void regions. Ref. [63] introduces two geometric
constraints to enforce a minimum feature size. In the density filter of Eq. 1, varying the projection
threshold η produces a continuous family of eroded and dilated realizations of a design. One can then
prescribe a threshold range, (ηd, ηe), such that no topology change across them implies a minimum
feature size no smaller than MFS. These conditions are formalized as two differentiable inequality
constraints on the filtered density field ρ̃, for minimum linewidth gs ≤ ϵ and minimum line spacing
gv ≤ ϵ:

gs =
1

n

∑
i

Isi [min{ρ̃i − ηe, 0}]2 ≤ ϵ, gv =
1

n

∑
i

Ivi [min{ηd − ρ̃i, 0}]2 ≤ ϵ, (2)

where ϵ is a small numerical relaxation value, and Is and Iv are indicator functions that identify
the inflection region of the solid and void phase, respectively: Is = ρ̄ exp

(
−c|∇ρ̃|2

)
, and Iv = (1 −

ρ̄) exp
(
−c|∇ρ̃|2

)
. The decay-rate hyperparameter c controls the spatial sharpness of the indicator

functions. The thresholds ηe and ηd are analytically determined from the ratio MFS/R following
Ref. [64].
One might think these constraints should be imposed early in the design process, perhaps to “coax”

the optimization towards feature-size-compliant designs. However, applying them too early in the
binarization stage tends to trap the optimizer in poor quality local optima [63]. Hence, we apply them
later in the process, as the optimizer is approaching a binary design. (We also need not wait until
perfect binarization.) We activate Eq. 2 at a prescribed βstart, chosen from {75, 100, 200, 500,∞}, and
maintain it for all subsequent β values. The remaining hyperparameters {ηe, c, ak} are inspired from
Ref. [65], though we find that a modified range is more effective for our particular design problem
and/or simulation tool:

ηe ∈ {0.75, 0.65, 0.60, 0.56}, c ∈ {64, 128}R2, ϵ ∈ {10−6, 10−7, 10−8}. (3)

For a given MFS, we run a combinatorial sweep over {βstart, ηe, c, ak} and select the best-performing
combination for each design.
We typically find that enforcing the “hard” feature-size constraint can lead to a dramatic reduction

in FOM, as depicted in the third stage of Fig. 2(a). The significant FOM drop, from ≈60% to
≈20%, arises as sub-MFS features are eliminated or merged and the optimizer adjusts the remaining
features to restore performance. However, the dramatic efficiency penalty is not equivalent to, for
example, moving much earlier in the process to a binary, feature-size-compliant design, perhaps with
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a similar starting FOM (say 20%). Instead, these designs tend to be close in parameter space to
high-performance, binary, feature-size-compliant designs.
We find that a final shape optimization procedure, in which the design variables are the interface

positions that can be moved according to their gradients, while preserving both binarization and
feature-size constraints, enables a final improvement of the overall efficiency that tends to come rela-
tively close to the efficiency of the best grayscale designs. For each layer, the binarized density profile
is converted to a set of edge positions {p1, p2, . . . , pn}, that mark the boundaries between materials.
A new density field is constructed from these edge positions with a sigmoid projection [66, 67],

ρi =
1

1 + e−ksϕi
, (4)

where ϕi is the signed distance from grid pixel i to its nearest feature boundary (positive inside
solid, negative inside void), and ks controls the sharpness of the material transition. This construction
follows the geometry projection framework [68–70], mapping explicit geometric parameters onto a fixed
grid without remeshing, while retaining full differentiability with respect to the edge positions. (In the
same spirit as the density relaxation for topology optimization.) We choose ks = 12.5/h, approximately
twice the value recommended in Ref. [70], to achieve a sharper boundary representation that enables
feature size control at sub-pixel resolution, as shown in Section IV. Adjoint gradients with respect to
the density field are backpropagated through the sigmoid and signed-distance function chain to yield
parameter gradients, which drive the optimizer (any first-order optimizer can be used; we mention our
specific choice below). The minimum feature size is maintained by applying pairwise-edge constraints
pj+1 − pj ≥ MFS throughout. By design, the device topology is fixed throughout this stage.
To summarize, our optimization flow has four stages: (1) grayscale optimization, with density values

freely varying to discover optimal performance; (2) progressive binarization, with the parameter β
continually increased towards ∞, driving the design toward a fully binary permittivity distribution; (3)
minimum feature size constraints are imposed, per Eq. 2; (4) the binary structure is reparameterized
at its boundaries (interfaces) and fine-tuned via shape optimization, to recover performance while
maintaining the minimum feature size MFS.

III. FEATURE-SIZE-COMPLIANT MULTIMODE GRATING COUPLERS

We apply this framework to 2D grating couplers, as schematically depicted in Fig. 1(a). We take SiN
as the core material (εSiN = 4.0, a high index with transparency in the visible), with air or SiO2 for the
cladding. The rectangular design region has a width of w = 10.7 µm and a thickness of t ∈ [0.2, 1.0] µm.
As a prototype for many-mode design problems, we focus on 4-function optimizations, targeting either
four frequencies at a single (equal) wavenumber, or two frequencies, each at two wavenumbers. From a
preliminary design exploration in Ref. [71], without robustness considerations, it is clear that designs
with a single layer cannot (generically) achieve high efficiencies for four functions (with exceptions for
special cases, such as a single phase-matching condition across all frequencies), whereas two or more
layers can unlock high average efficiencies. We consider two-layer geometries, balancing performance
and fabrication complexity. We consider operating wavelengths from visible to near-infrared range
(500–900 nm), relevant for applications in optical inspection [72–74] and quantum computing and
atom interrogation [7, 75]. Moreover, relative to telecommunications wavelengths (e.g., 1550 nm),
these wavelengths are more sensitive to feature-size constraints and fabrication imperfections (which
are all larger fractions of the wavelength), serving as a good testbed for our numerical approach. We
divide the 500–900 nm range into 12 equally spaced wavelengths and select design targets from this
subset, focusing either near 600 nm or near 900 nm.
As shown in Fig. 1(a), outside of the design region, the material is homogeneous, with the thickness

t now defining a waveguide supporting a discrete number of propagating modes. Each incident beam
is a 2D TE-polarized Gaussian beam impinging at an angle determined by its central surface-parallel
wavenumber, k. The beam is focused at the center of the designable region, with a waist w0 = 3µm,
corresponding to a diameter of 6µm, between 5–10 wavelengths in size. (This choice is primarily for
computational speed to fully explore all architectures, thicknesses, grating variations, etc. Similar
optimizations at larger beam sizes and design-region sizes produce similar results.) The device is
optimized to simultaneously couple nλ wavelengths, each at nk incident angles, into distinct waveguide
modes, for Nfun = nλnk total “functions.” (In general, we expect any generic pairings of k and λ to
exhibit similar scaling laws; there is nothing special about our “outer product” or “grid” choice.) We
define our figure of merit (FOM) as the average coupling efficiency across all target couplings. There
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are a variety of equivalent expressions for mode-coupling efficiencies, which are all forms of overlap
integrals between the total field (Ei, for excitation index i) in the presence of the scattering coupler,

and the target mode field (Hj
tar, for target waveguide propagating mode j). We use a numerically

convenient version of this overlap [76],

FOM =
1

Nfun

∑
ij

∣∣∣∣∫ 1

2
Ei × (Hj

tar)
∗ dS

∣∣∣∣2 . (5)

In Eq. 5, the indices i and j run over all target couplings, from incident field (indexed by i, power
normalized to 1) to propagating mode (indexed by j, also power normalized to 1). The domain of
the integral is a waveguide output plane. We simulate the scattering of each coupler by a volume
integral equation method accelerated by a fast direct solver [77], which achieves near-linear scaling
of computational time as a function of the long dimension of the waveguide. The simulation domain
is discretized on a uniform grid with pixel size h = 1/64 µm = 15.6 nm, corresponding to 1/16th of
the wavelength inside the highest-refractive-index medium at the shortest considered wavelength, and
the design region shares the same discretization. The minimum feature sizes are chosen as integer
multiples of the pixel size:

MFS ∈ {31, 47, 62, 78, 94, 109, 125} nm. (6)

This range is compatible with 193 nm DUV immersion lithography [78], which has produced sub-100 nm
feature size in grating couplers on production wafers [31, 32]. Of course, electron-beam lithography
can resolve finer features [79], albeit with less scalability.
Inverse design of highly efficient scattering structures can produce strong resonances, with high

quality factors, that are less robust to fabrication imperfections. To suppress this effect, we introduce
a small imaginary part to the frequency, Imω, as a damping factor (equivalent to added material
losses), which inhibits long optical paths and thus suppresses high-Q resonances, making the designed
structures more robust. We set Re(ω)/ (2 Im(ω)) = 1000 throughout all four optimization stages. The
designs are further optimized for fabrication robustness as described in Section IV.
With the designable-region degrees of freedom defined (either in their initial grayscale form or

their eventual edge-position representation), the objective function of Eq. 5, gradients computed by
the adjoint method [80], and constraints such as those of Eq. 2, the optimization can proceed with
any of a variety of first-order (gradient-only) optimization methods. We use the method of moving
asymptotes (MMA) [81], implemented via the NLOpt library [82], through its Matlab interface. A
single forward simulation at one wavelength takes approximately 1.5 seconds on an 8-core Intel Xeon
Platinum 8268 node. The full four-stage optimization for one design completes in approximately 20
hours. Combinatorial parameter sweeps over {βstart, ηe, c, ak,MFS} are distributed as independent
jobs on a computing cluster of such nodes, with each job handling one parameter combination. Fig. 2,
which contains the best outcomes of 1,200,000 design runs, requires approximately 2 days on 120 nodes.
In Fig. 2, we illustrate the full four-stage workflow on a representative design with nλ = 4 wave-

lengths, λ ∈ {791, 827, 864, 900} nm, at a single center parallel wavenumber k = 1/2.3 ≈ 0.43µm−1,
with minimum feature size MFS = 62 nm and waveguide thickness t = 0.375 um. For the mini-
mum feature size constraints, we set βstart = 500, ηe = 0.75, c = 64, ak = 10−7, selected from the
combinatorial sweep described above. The bilayer SiN/air grating coupler is optimized to couple all
four beams into the fundamental waveguide mode. Figure 2(a) shows the average coupling efficiency
FOM as a function of iteration, and Fig. 2(b) shows the corresponding grating structure at the end
of each stage. In stage (i), optimization rapidly increases the FOM to approximately 63%, albeit in
physically unrealistic grayscale structures (cf. top row of Fig. 2(b)). Stage (ii) progressively increases
binarization. Each jump in the value of β causes the FOM to drop, followed by a recovery. Due to
the effective β schedule (found by trial and error), the performance ultimately retains an FOM close
to the grayscale optimum. The resulting structure (second row of Fig. 2(b)) is nearly binary but still
contains narrow features that violate the 62 nm minimum feature size. In stage (iii), activating the
geometric constraints of Eq. 2 causes an immediate, hard-to-avoid drop in the FOM; in this case, of
approximately 40%, as too-small features are automatically merged or eliminated. In stage (iv), the
edge-based width fine-tuning recovers a substantial fraction of this loss by adjusting feature bound-
aries, at sub-pixel resolution, while preserving the device topology and feature-size compliance. The
final structure (bottom row of Fig. 2(b)) differs from stage (iii) only through a modest number of
edge shifts, but boosts the FOM back to 59.5%, retaining 90% of the unconstrained grayscale per-
formance while achieving binarization and feature-size compliance. The resulting grating exhibits a
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CE = 47% 

827	nm, 0.36µm!"

CE = 60% 

864	nm, 0.36µm!"
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CE = 24% 
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CE = 48% 
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CE = 56% 
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FIG. 3. Performance tradeoff with minimum feature size for various design configurations. (a) Best achievable
FOM (average coupling efficiency) versus imposed minimum feature size MFS for multiple design configurations,
including the number of coupled beams nλ, the number of parallel wavenumber nk, the maximum operating
wavelength λmax and the material platforms. (b–e) Representative optimized binary grating couplers at various
minimum feature sizes (MFS = 47, 62, 94, 109, 125 nm) in (a). For each configuration, the corresponding field
patterns, Re(E), are shown for the designs with MFS = 47 nm.

complex, aperiodic pattern qualitatively distinct from classic periodic or apodized designs, reflecting
the multi-functional coupling requirement.
Fig. 2(c) shows the per-wavelength field patterns, Re(E), and coupling efficiencies for the final

design. The grating efficiently couples the four wavelengths at efficiencies of 45%, 70%, 73%, and 50%
at λ = 791, 827, 864, and 900 nm, respectively. The color-coded field patterns show each beam coupling
into the fundamental waveguide mode; the distinct scattering patterns within the design region reflect
the wavelength-dependent interference of each Gaussian beam by the structure.
We perform similar minimum-feature-size numerical experiments for three additional configura-

tions beyond the nλ = 4, nk = 1, λmax = 900 nm baseline: (1) nλ = 2, nk = 2 (k = 1/1.6 ≈
0.63 µm−1, 1/2.8 ≈ 0.36 µm−1) at λ = 827, 864 nm, design region thickness t = 0.625 µm, with a bilayer
SiN/air design and a 16 nm SiO2 spacer; (2) nλ = 2, nk = 2 (k = 1/1.5 ≈ 0.67, 1/2.7 ≈ 0.37 µm−1) at
λ = 536, 609 nm, design region thickness t = 0.5 µm, same bilayer SiN/air configuration; (3) identical
to (2) but with SiN/SiO2 in place of SiN/air and no spacer layer. For each configuration, we sweep the
MFS over the values in Eq. (6), run the full hyperparameter combinatorial sweep of Eq. (3), and select
the best achievable FOM at each MFS. The four resulting tradeoff curves are shown in Fig. 3(a), with
representative structures and field patterns at MFS = 47 nm in Fig. 3(b–e).
It is worth noting that the designs exhibit peaked spectral response concentrated near the target

wavelengths. The nλ = 4, nk = 1, λmax = 900 nm design at MFS = 47 nm achieves a mean
coupling efficiency of ≈65%, and the wavelength-resolved spectrum shows four distinct peaks centered
near the target wavelengths, as in Fig. 1(b). In contrast to broadening a single phase-matching
condition [28], our designs must effectively support effective phase-matching and apodization for four
separate excitations. The frequency bandwidths of each efficiency peak can be numerically controlled
by altering the imaginary part of the frequency, discussed above, and by changing the diameter of the
grating coupler.
As expected, all tradeoff curves in Fig. 3(a) decrease monotonically as MFS increases, although the

rate of decay varies with operating wavelength and material system. Physically, as MFS/λ increases,
the device progressively loses sufficient geometric “tuning knobs” and control. This trend is consistent
with the reported results in Ref. [30], though the efficiency decays more rapidly with MFS/λ in our
designs, which is likely due to the 4X increase in the number of targeted couplings.
The nλ = 4, nk = 1 and nλ = 2, nk = 2 configurations at λmax = 900 nm produce nearly identical

FOM tradeoff curves against MFS, as in Fig. 3(a). This suggests that the key determinant of the
FOM is the total targeted number of couplings (mode pairs), independent of whether they are spatial
or spectral channels. This corroborates theoretical predictions of Ref. [83], showing that the minimum
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volume of a linear optical device scales with the total number of input-output mode pairs, regardless
of whether those modes are distinguished spectrally or spatially. This suggests that a four-wavelength
coupler and a two-wavelength, two-angle coupler have the same functional design complexities, when
operating within similar wavelength ranges. Another interesting finding is that the addition of a 16 nm
SiO2 spacer layer (εSiO2 = 2.1) does not measurably affect the FOM tradeoff with MFS, confirming
that performance is primarily determined by the total number of functions.
Reducing the operating wavelength from λmax = 900 nm to 600 nm at fixed nλ × nk = 4, for fixed

materials, shifts the entire scaling curve downward as in Fig. 3(a). At the tail ends of the curves, the
difference is approximately a factor of 2/3 in MFS: the 900 nm-wavelength-range configuration at a
given MFS (e.g., 120 nm) achieves a similar FOM as the 600 nm-wavelength-range configuration (e.g.,
near MFS ≈ 80 nm), approximately matching the wavelength ratios.
Of particular interest in Fig. 3(a), we find that introducing SiO2 as the filler material in the SiN

grating (for λmax = 600 nm) outperforms the SiN/air configuration across most of the MFS range,
despite its lower refractive index contrast (∆n ≈ 0.55 for SiN/SiO2 versus ≈ 1.0 for SiN/air). A natural
concern with the SiN/SiO2 platform is the lower index contrast, limiting the scattering strength of each
grating pitch, making it difficult to match the incident Gaussian beam profile and thereby potentially
reducing coupling efficiency [84]. This associated problem is typically remedied by enlarging the device
footprint [26, 85, 86] or employing back reflectors [87–89]. The unconstrained grayscale design confirm
this expectation: SiN/air achieves ≈66% mean coupling efficiency at the end of stage (1), compared
to ≈60% for SiN/SiO2 (not shown in the figure). However, once minimum feature size constraints are
applied, this ordering reverses: the SiN/SiO2 design begins to outperform SiN/air for MFS > 31 nm,
for the same design footprint. The distinction is even more dramatic at MFS = 47 nm, as in Fig. 3(d,e):
the SiN/air design achieves mean coupling efficiencies of 35% across four functionalities, whereas the
SiN/SiO2 design achieves 52%, a 1.5X improvement. Larger feature sizes as a fabrication constraint
force uncontrollably strong scattering, without sufficient geometric degrees of freedom to tame it.
Reduced contrast offers a means to weaken this scattering, offering more granular control over the
scattering wavefronts. Of course, one would not want to push this too far, or the scattering strengths
would weaken too much to be recoverable.
In addition, reducing the index contrast improves the effective fabrication tolerance [90, 91]. A

dimensional error δw in a grating tooth produces a phase error that scales with ∆n: the same width
deviation causes a proportionally larger effective-index shift in SiN/air than in SiN/SiO2. As the
minimum feature size increases, per-feature phase errors accumulate more severely across the grating
in SiN/air design, greatly degrading performance. Taken together, these two mechanisms suggest that
for designs where MFS/λ is inherently large, e.g., at visible and near-infrared wavelengths, filling air
voids with SiO2 (or another material) is a practical route to recovering coupling efficiency without
requiring finer features.

IV. ROBUST, FOUNDRY-COMPATIBLE OPTIMAL DESIGNS

Building on the feature-size enforcement of the previous section, in this section we describe how
to ensure that designs retain high performance when subjected to realistic manufacturing varia-
tions/imperfections. Semiconductor fabrication processes introduce a variety of unavoidable varia-
tions, typically normalized to the minimum feature size (referred to as “critical dimension,” or “CD,”
in this section) [74, 78]. As depicted in Fig. 1(c), we consider four imperfections: (1) a uniform over-
or under-etch of all feature widths by ±δ, within the range of ±10% of CD; (2) random width pertur-
bations, for each feature, with amplitudes of up to 10% of CD; (3) sidewall angles θ that deviate from
perfectly vertical, 80◦ ≤ θ ≤ 90◦; (4) relative overlay misalignment ∆x, within ±10% of CD. We find
the strongest sensitivity to systematic etch errors, whereas our designs are inherently robust over all
other 3 types of imperfections.
The edge-based shape parameterization of Section II makes robustness testing and optimization

straightforward. At the end of stage (4), the optimized multi-layer grating coupler is represented by
a set of edge positions {p1, p2, . . . , pn} denoting the material boundaries. Since they are continuous-
valued real numbers, feature-width perturbations can be introduced at length scales well below the
pixel size h, without any re-meshing or re-parameterization required.
We first characterize the sensitivity of the nominally optimized (non-robust) device designed for

nλ = 4, nk = 1, λmax = 900 nm, and MFS = 62 nm, from Fig. 2. As shown in Fig. 4(b), this device is
highly sensitive to systematic etch errors: the peak efficiency of 59.5% at nominal conditions drops to
near or below 40% at ±10%CD etch error. Such extreme sensitivity to small etch error makes it a great
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FIG. 4. Robustness testing and optimization of the bilayer grating coupler of Fig. 2. (a) Optimized grating
coupler structures before (top) and after (bottom) over/under-etch robustness optimization. (b) FOM versus
systematic etch error (%CD) for nominally optimized (blue, top in (a)) and robustness-optimized (orange,
bottom in (a)) designs; the robustness-optimized design recovers ≈ 25% of the etch-induced efficiency loss at
large etch errors. (c) FOM sensitivity of other fabrication error types: overlay misalignment error, random
CD variation, and sidewall angle, for both nominal (top in (a)) and etch robustness-optimized (bottom in
(a)) designs, showing the robustness-optimized design retains good performance across all major fabrication
variations. (d) Field patterns (Re(E)) of the etch-robustness-optimized design at λ = 864 nm under three etch
conditions: over-etch (−10% CD, CE = 57%), nominal (CE = 63%), and under-etch (+10% CD, CE = 66%).

challenging for reliable fabrication: ±2%CD error is required for this device to support performance
greater than 50%.
In contrast, this device exhibits substantially less sensitivity to the other three error types, as in

Fig. 4(c): performance degrades by only 5%, 10%, and 6% over the considered ranges of overlay
error, random CD variation, and sidewall angle, respectively. The difference between systematic and
random errors is physically intuitive: a systematic over- or under-etch produces a uniform shift of all
feature edges, which results in a larger total change in material volume and hence a stronger collective
perturbation. Random CD variations, by contrast, introduce independent positive, zero, or negative
edge displacements across the device, leading to smaller total volume changes for the same nominal
range, reducing the overall perturbation strength.
To mitigate the dominant etch sensitivity, we modify our edge-based width optimization at stage (4)

to account for systematic geometric errors. We apply robustness optimization after stage (4), rather
than at earlier stages, waiting until the device topology is fixed. The edge parameterization naturally
accommodates uniform width perturbations as simple shifts of each pj , making the etch perturbation
easy to evaluate without re-meshing. Instead of computing the FOM and its gradient only for the
nominal geometry, we also evaluate two additional configurations: over-etch and under-etch of every
feature by δ at each iteration, and then optimize their weighted mean:

FOM =
∑
q

wqFOM(εq), ∇FOM =
∑
q

wq∇FOM(εq), (7)

where εq represents the material distribution for the q-th case (nominal, over-etch, under-etch). The
weights wq allow tuning the relevant contributions of each configuration in the robustness enforcement;
we choose wnominal = 1/2, wunder = 1/4, wover = 1/4, as in Ref. [92], with a target robustness range of
±10% of CD.
As shown in Fig. 4(a), the robustness-optimized design has only modest geometric adjustments

relative to the nominal design, yet these modifications produce a remarkably robust performance
across systematic etch errors, shown in Fig. 4(b). The robust design maintains an average coupling
efficiency near or above 50% across all four target wavelengths over the full range of ±10% of CD. The
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peak performance at nominal condition drops by 5% from non-robust design to 55%, a modest cost in
return for robustness. The robust design achieves ≈ 25% more performance at 10% etch error relative
to the nominal design. Devices designed for larger range of robustness is also possible by tuning the
parameter δ.
Although the robustness optimization targets only systematic etch variations, the resulting design

also exhibits reduced sensitivity to random CD errors. As shown in Fig. 4(c), the etch-robust design
drops only 5% efficiency for random variations of up to 10% of CD, compared to 10% for the nominal
design. Devices designed to be robust for systematic edge deviations appear to also be robust to random
deformations [92], implying that optimizing for systematic etch errors forces the design away from sharp
performance peaks in the geometric parameter space and onto a flatter region of the landscape that is
inherently less sensitive to geometric perturbations of any kind. For overlay misalignment and sidewall
angle, both the nominal and robust designs exhibit comparable sensitivity (5% and 6%, respectively),
indicating that the bilayer grating geometry is inherently tolerant to these error types. Overlay shifts
displace the two layers laterally with respect to each other, introducing a distributed perturbation
to the scattering profile. We speculate that the relatively weak observed sensitivity may arise from
partial cancelations of the induced phase and amplitude perturbations across the device. Sidewall
angle deviations modify the grating “tooth” shape but retain the effective fill fraction of scattering
element, thus also only weakly affecting coupling efficiencies in our designs.

V. DISCUSSION AND OUTLOOK

We have demonstrated a foundry-compatible inverse-design framework for multifunctional grating
couplers. Our approach involves four stages: grayscale topology optimization, progressive binariza-
tion, minimum-feature-size enforcement, and edge-based shape refinement. This process, with tuned
hyperparameters (and some amount of repeated optimization with different initial designs), consis-
tently recovers most of the performance of unconstrained grayscale designs while satisfying binary-
fabrication requirements. Leveraging this workflow, we demonstrated bilayer SiN/air grating couplers
that simultaneously couple four independent incident channels into guided modes at mean efficiencies
in the 50–60% range, for minimum feature sizes of 62 nm at wavelengths near 900 nm. Robustness
optimization substantially suppresses sensitivity to systematic over/under-etch error while incurring
only modest efficiency penalties, and maintains robustness to critical-dimension variation, overlay
misalignment, and sidewall-angle deviations. Across all configurations studied, the total number of
input–output functionalities and the operating wavelength emerges are the primary determinants of
the minimum-feature-size tradeoff. We also identified a counterintuitive but practically useful result:
reducing the refractive-index contrast in the design region can improve performance at moderate to
large minimum feature sizes.
Looking forward, there are a number of avenues for further exploration. The current workflow

relies on a combinatorial sweep over binarization and constraint hyperparameters (βstart, ηe, c, ak),
which is time-consuming. One can envision reducing this reliance through a systematic study of
optimal hyperparameter choices as a function of design configurations, including the number of layers,
operating wavelength, and minimum feature size. (Ref. [65] offers one such study, but for our scenarios
and solvers we did not find their settings optimal, highlighting the difficulty of achieving a general,
hyperparameter-free approach.) An alternative avenue is to bypass the density-based stages entirely,
and applying edge-based shape optimization from the outset. This approach faces two challenges:
the local optimum appears to depend strongly on the initial structure, and it cannot easily modify
the topology (i.e., inserting or removing features). The first challenge can be addressed with physics-
informed initial geometries, for example apodized gratings with local periodicity satisfying the phase-
matching condition. The second can be alleviated with topological insertions and deletions through the
design process [80, 93–95]. If both challenges can be overcome, the computational cost of producing a
fabrication-ready design may be reduced by up to an order of magnitude.
The computational cost of the adjoint-based design process is directly proportional to the compu-

tational time of each simulation. In this work, it takes ≈ 2 seconds per wavelength on a single CPU
core using our VIE solver [77]. For the 2D grating geometries considered here, this cost is manageable,
whereas scaling to larger design regions or higher-dimensional problems will require faster solvers. Mod-
ern acceleration strategies include GPU-accelerated FDTD solvers [96] and neural-network surrogate
models [42]. In 3D, computational demands grow substantially. GPU-accelerated FDTD solvers such
as Tidy3D [97] offer one path forward, while fast integral equation methods with improved compression
or GPU-accelerated solvers may be essential to keep the full optimization pipeline tractable.
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Finally, the designs presented here target four input–output mode pairs in 2D, but preliminary 3D
results suggest that coupling hundreds to thousands of modes may be possible [71]. It remains an open
question whether fabrication-friendly designs with comparable per-mode efficiencies can be discovered
at these scales. The MFS tradeoff curves in Fig. 3 provide a baseline. We expect the same feature-
size findings to translate to many-many coupling in 3D, but it is important to computationally and
experimentally validate the ultimate limits of high-efficiency, many-mode couplers.
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tion of grating couplers, Optics express 26, 4023 (2018).

[28] N. V. Sapra, D. Vercruysse, L. Su, K. Y. Yang, J. Skarda, A. Y. Piggott, and J. Vučković, Inverse design
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